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Abstract. This project explores the space of learning-based controls for autonomous vehicle
racing. In a high speed race, it is critical that the the system controlling the car has an accurate
model of vehicle dynamics to make acceleration and steering commands. A commonly used dynamical
model is the bicycle model, since the model for the vehicle dynamics has to be simple enough to
be computationally tractable. However, parameters that are fixed in the bicycle model may evolve
as racing conditions change, due to the environment as well as the vehicle itself. In addition, the
bicycle model is a great simplification of a vehicle, which may have far more complex dynamics.
Replacing the bicycle model with a trained machine learning architecture has potential to both
speed up calculations, as well as better capture the true vehicle dynamics. This work explores three
potential avenues of improvement on the bicycle model: (a) estimation of evolving parameters, (b)
approximating the vehicle dynamics with a neural ordinary differential equation (neural ODE), and
(c) approximating the vehicle dynamics with a physics-informed neural network (PINN).

Key words. Autonomous racing, Bicycle model, Parameter estimation, Neural ODE, Physics-
Informed Neural Network

1. Introduction.

1.1. Background and Context. Autonomous vehicles are growing in popular-
ity, and with the rise of events such as Roborace and the Indy Autonomous Challenge,
even more attention is being attracted to the field of autonomous racing. In these
races, one or more fully autonomous racecars are deployed on a track and must ma-
neuver around obstacles and/or other vehicles, at speeds of over 150 mph. In these
situations, it is critical that the model of the car is both accurate and fast in order to
select the correct commands to produce the desired vehicle behavior. If the system
controlling the car is too slow to adapt to changes in the environment, or gives the
wrong controlling commands for a situation, the car could potentially damage itself,
other vehicles, and obstacles on the course. Robust control mechanisms are integral
to high-speed autonomous racing.

1.2. Project Goals. A simplified dynamic model, such as the bicycle model
below, offers a trade-off: the model itself is a simplified estimation that differs from
the truth of the system, but its non-linearity still contributes to computational cost,
especially when used in model predictive control (MPC), during the high speed en-
vironment of the race. Furthermore, over the course of a race, as well as between
separate races, the parameters governing the model of the car may change.

In order to tackle these issues, our project attempts three tasks: (1) estimate
the true parameters using a learning-based approach, (2) train a neural ordinary
differential equation (neural ODE) to approximate the true equations governing the
system, and (3) train a physics-informed neural network (PINN) to predict the state
of the racecar at the next timestep.

1.3. Parameters and Bicycle Model. One of the most common dynamic
models in autonomous vehicle controls is the bicycle model, often used for its trade-
off between accuracy and simplicity, allowing for a real-time implementation on an
autonomous racecar [3]. In the bicycle model, the vehicle is assumed to be a rigid
body with mass m, yaw moment of inertia Iz, and lengths lF and lR describing the
distance between the center of gravity to the front/rear of the vehicle, respectively,
as shown in Figure 1.
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Fig. 1: Bicycle model from Ref. [4]. We assume that δr = 0, and δf = δ.

The bicycle model is defined by the states

x = [X;Y ;ψ; vx; vy; r; δ]

where the state of the vehicle is described by global position [X;Y ], global heading
angle ψ, velocities [vx; vy] (with respect to the vehicle’s frame of reference), yaw rate
r, and current steering angle δ. Furthermore, the driver input is defined by

u = [D; δ̇]

where D represents the acceleration command and δ̇ represents the commanded steer
rate. A summary of the minimum and maximum initial conditions and input com-
mands can be seen in Table 1.

State/Command Description Min value Max value
X Global x coordinate 0.0 m 0.0 m
Y Global y coordinate 0.0 m 0.0 m
vx Vehicle frame velocity

in x direction
0.0 m/s 30.0 m/s

vy Vehicle frame velocity
in y direction

0.0 m/s 30.0 m/s

ψ Global heading angle 0 radians 2π radians
r Yaw rate −π/128 radians/s π/128 radians/s
δ Steering angle -0.26 radians 0.26 radians
D Driver acceleration

command
-20 m/s2 15 m/s2

δ̇ Driver steer rate com-
mand

-π/12 π/12

Table 1: Value Ranges for the Initial States and Commands
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The model also involves various parameters that measure physical properties of
the racecar, such as mass and length, as well as forces acting on the racecar, such as
constants associated with downforce and tire friction. The 10 parameters to account
for are shown in Table 2, along with brief explanations and approximate range of
values. Over the course of a race, some of these parameters will change (Iz, Cα,
ClA), yet they are critical to modeling in order to accurately control the car. The
parameters that we would expect to be constant, but vehicle-specific are m, l, lF , lR,
and Fz. Lastly, the parameters that we expect to always stay constant are ρ, the air
density, and g, gravity on Earth.

Parameter Description Min value Max value
m Mass of vehicle 200 kg 1000 kg
l Total length of vehicle 2.5 m 3.5 m
lR Length between center of gravity

and rear of vehicle
1.0 m 2.0 m

lF Length between center of gravity
and front of vehicle

1.0 m 2.0 m

Iz Yaw moment of inertia of vehicle 550 kg m2 600 kg m2

Cα Cornering stiffness: ratio between
the lateral force and the slip angle
of tires (ref. [6])

20,000 N/deg 50,000 N/deg

Fz Sample downforce exerted by car at
an observed cornering stiffness

1960 N 9800 N

ρ Density of air 1.2 kg/m3 1.2 kg/m3

ClA Lift coefficient times area of object
(used to calculate lift)

-0.7 m2 -0.3 m2

g Gravitational acceleration constant
on Earth

9.8 m/s2 9.8 m/s2

Table 2: Parameters of the bicycle model

Now, putting all of these together, the differential equation governing the bicycle
model can be expressed as

ẋ =



Ẋ

Ẏ

ψ̇
v̇y
v̇x
ṙ

δ̇


=



vx cosψ − vy sinψ
vx sinψ + vy cosψ

r
1
m (Fx,R + Fx,F cos δ + Fy,F sin δ) + rvy
1
m (Fx,R − Fx,F sin δ + Fy,F cos δ)− rvx
1
Iz

(−lFFx,F sin δ + lFFy,F cos δ − lRFy,R)

δ̇


where Fx,F , Fx,R, Fy,F , and Fy,R are longitudinal and lateral tire forces for the front
and rear tires respectively, and calculated based on the driver acceleration command
D. The formulas for the tire forces can be found in Appendix A.

2. Data. This section describes the two sources of data for our exploration, one
of which is generated based off of the bicycle model, and the other is real data from
a real racecar.
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2.1. Generated Data. Since we do not have our own autonomous racecar, as
a proof of concept, we decided that generated data would be a good entry point
for validating our models, to confirm that they behave as expected, once trained.
Generated data also allows us to purposely add noise or unaccounted behavior (on
top of the perfect bicycle model), which is a good benchmark for our neural models, to
see if we can re-derive that added behavior. Furthermore, through generated data, we
can control the parameters and inputs, which is especially favorable in our parameter
estimation task, since we know what the true parameters of the data are at any point.

2.1.1. Single Time Step Data. We generated data for the bicycle model, for
both a single time step, as well as time series data. Since the input commands and
the initial state values aside from the position have a limited range of physically
possible values, we limited the input commands and initial state values to the ranges
specified in Table 1. We kept the initial (X,Y ) position at [0, 0] because the initial
position does not affect the dynamics of the vehicle. For data in which we also varied
parameters but kept them fixed over time, we limited them to within the minimum
and maximum values specified in Table 2. To generate the input commands and the
initial state and parameter values we used Sobol.jl, the Sobol module for Julia [2].
Since we are using a finite quantity of data, this allows for a more evenly distributed
sampling of the command, state, and parameter spaces.

In order to generate the data for one time step, we start with an initial state vector
with the position set to (X,Y ) = [0, 0], and generate the other states, commands, and
parameters using Sobol.jl. Then we use the Dormand-Prince method to predict the
output of the bicycle model at some given timestep. This is the base of our single
time step data generation and the following methods add on top of these values.

2.1.2. Noise. To simulate an imperfect reality, we include noise on top of the
bicycle model output. We include two methods of sampling for noise - flat noise and
Gaussian noise. Flat noise selects values of ±1 for each element of the input vector
to scale them by a small percentage ±pnoise. Gaussian noise selects values from a
Gaussian distribution xnoise = N(0, pnoise) for each element of the input vector to
scale them by 1 + xnoise.

2.1.3. Unaccounted Behavior. In our generated data, we also include the
possibility of having unaccounted behavior to the output of the bicycle model. For
example, we can modify each output by adding a scaled sine wave with respect to the
input vector values.

This is especially desirable for our neural networks for a proof of concept: to see
if they can pick up on patterns that differs from the bicycle model. Since it is valid to
assume that the racecar has some true, complex dynamic model that deviates from
the bicycle model, this simulated unaccounted behavior function serves to reproduce
a similar scenario, where there is another underlying dynamical truth not modeled by
the bicycle model.

2.1.4. Time Series Data. In order to generate the time series data for training
the neural ODE, we set the initial position to (X,Y ) = [0, 0], and generate the other
states, commands, and parameters using Sobol.jl. Then we use Julia’s differential
equation solving module, DifferentialEquations.jl, to solve for the state over a
span of time [5]. For parameter estimation, the all the elements of the initial state
vector are set to 0 except vx, which is set to 5.0, and the initial commands are set to
D, δ̇ = [5, 0.01]. The subsequent commands are generated using Sobol.jl, and are
changed every 0.5 seconds. The fixed parameters are set to m, l, lF /lR, Iz, Fz, ρ, ClA, g
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= [350, 3, 1.5, 550, 3430, 1.2, -0.5, 9.8]. The time series data for parameter estimation
is also generated with DifferentialEquations.jl and additionally uses the Tsit5
algorithm with fixed time step dt = 0.01 [7].

2.2. Real Racecar Data. Even though we do not have our own autonomous
racecar, we do have access to limited data from an autonomous racecar. This data
was collected from a DevBot racecar (as shown in Figure 2) during the MIT Driverless
test session from Roborace Event 1.1 Rounds 3 and 4. The test drive took place at
the Bedford Autodrome race track in the UK.

Fig. 2: Roborace DevBot racecar used to collect the real data

This dataset contains GPS and car sensor data collected at 25 Hz throughout the
test session, including most of the necessary inputs into the bicycle model: position,
heading angle, velocity, yaw rate, driver acceleration command, and steer angle. Fol-
lowing from this, we were able to calculate the commanded steer angle rate of change
δ̇ at each timestep by using a finite difference method on the provided steer angle δ.

The total dataset contains data collected from a human driver and from an AI
driver, as well as discontinuities in time when the car is parked in the garage, preparing
for the drive. In order to use this data in our analysis, we cleaned it by first removing
all data points that did not occur during the AI drive. Furthermore, within that data,
we retained only the data samples that come from the longest stretch of continuous
time data to use in our exploration.

3. Parameter Estimation. One of the biggest concerns of autonomous racing
is that model parameters are often defined initially and not updated throughout the
course of the race. Therefore, even a model that may perfectly describe the motion
of the racecar initially will deviate from the true model once the car completes a few
laps around the track, or if the weather conditions change slightly. In this section, we
describe a method to extract true parameters of the model based on collected data.

In the bicycle model, there are 10 “constants” to consider, shown above in Ta-
ble 2. Some values, such as mass of the vehicle m, length of vehicle l, density of
air ρ, and gravitational acceleration constant g, remain consistent throughout the
race, regardless of the surrounding conditions. However, other “constants” are not so
constant: yaw moment of inertia Iz can potentially change due to fuel consumption;
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cornering stiffness Cα changes due to wear and heat on tires and slipperiness of track;
the lift coefficient by vehicle area constant ClA changes as drag on the car changes.
For example, drag may vary with wind conditions and other potential changes in air
resistance (such as racing behind other cars in multi-agent racing).

3.1. Setup. For the parameter estimation, we focus on bicycle model simulated
data so that we have access to the true values of the parameters. First, we generate
data using the bicycle model with evolving Iz, Cα, and/or ClA over time. The goal
of the parameter estimation is to recognize the deviation of initial parameter values
from the true parameters used to generate the path, and adjust them accordingly. In
order to do this, we solve for the forward sensitivity equations, which are given by:

d

dt

(
dx

dp

)
=
df

dx

dx

dp
+
df

dp

where f = ẋ as given in the bicycle model differential equations in Section 1.3, p are
the evolving parameters, [Iz;Cα;ClA], and x is the state vector, [X;Y ;ψ; vx, vy, r, δ].
We use an L2 cost function as defined by

C(p) =

K∑
k=1

‖xk − xtrue,k‖22

where xk is the predicted x value using the estimated parameters at some time k and
xtrue,k is the true x value at some time k. Thus, we find the Jacobian of the cost
function with respect to parameters is

dC

dp
=

K∑
k=1

2(xk − xtrue,k)
dxk
dp

The analytical equations describing df
dx and df

dp were calculated analytically based
on the bicycle model equations given in Section 1.3 and Appendix A.

By using these equations, we can simultaneously solve for the solution to the
bicycle model differential equations along with the input vector derivative with respect
to parameters, du

dp . Then, using the L2 loss gradient, we can update the parameters
using the gradient descent update rule:

pi = pi − ηi
dC

dpi

for all i varying parameters, where ηi is the learning rate for the corresponding pa-
rameter.

Since the data is a simulated path of a racecar over T = 100.0 seconds, the
gradient descent is performed on short segments of time t = 1.0 seconds, over data
collected at every dt = 0.05 seconds. Furthermore, new input driver commands are
applied every 0.5 seconds to simulate real commands on a real car.

3.2. Results.

3.2.1. Evolving Iz, Cα, and ClA. Initially, we looked at evolving all three
parameters that may experience potential change, Iz, Cα, and ClA, over time. Since
we are uncertain a priori know how the parameters will evolve during a race, we
simulated Iz, Cα, and ClA to evolve according to the following equations.
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Iz(t) = Iz0 + (Izmax − Iz0)(
1

1 + exp[−γt]
− 0.5)

where Iz0 = 550, Izmax = 600, γ = 0.01. This equation is monotonic because we
could expect Iz to irreversible change during the race, since it is associated with fuel
usage. For the cornering stiffness,

Cα(t) = Cα,0(1 +Asin(2πt/τ) +Bt)

where Cα,0 = 50000, A = 0.05, B = −0.0005, and τ = 360. This equation has a
periodic and monotonic component because during a race along a close-looped track
we would expect the track to contribute to the periodic component, and tire wear to
contribute to the monotonic component.

ClA(t) = ClA0 + Csin(2πt/τ)

where ClA0 = −0.5 and C = −0.05. This equation is periodic, because if wind was
blowing in a particular direction during a race along a closed-loop track, we might
expect its contribution to the lift to be periodic.

The difference between the (X,Y ) path produced by the bicycle model with pa-
rameters evolving over time (referred to as the “true” path), compared to the path
produced by the bicycle model using static parameters is shown in Figure 3a. The dif-
ference in the paths demonstrates that updating the parameters is essential in building
an accurate model of the racecar dynamics.

(a) Path with evolving (true) vs static param-
eters

(b) True path vs parameter-estimated path

Fig. 3: True bicycle model path with evolving parameters vs static/estimated param-
eters

For each short time segment where we apply gradient descent, after 500 iterations,
and using learning rates ηIz = 0.005, ηCα = 0.5, and ηClA = 0.0005, we retrieved
estimated parameters as shown in Figure 4. Interestingly, the gradient of cost with
respect to Iz,

dC
dIz

, and the gradient of cost with respect to ClA, dC
dClA

, are very large in
magnitude, hence the small learning rate used. With ClA, the gradient is so large that
it becomes highly unphysical, and this instability is reflected in the gradient descent
estimation in Figure 4c. To prevent gradient descent from getting wildly far from
the parameters, the following upper and lower bounds were set: Iz,est ∈ [540, 610],
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Cα,est ∈ [19000, 52000], and ClAest ∈ [−0.55,−0.45]. During gradient descent, if
the estimated parameter was out of these bounds, it would be updated with either
the maximum or minimum instead. Additionally, the signs of the gradient are often
counter to what one would expect based on knowing the true values (eg the gradient
is negative when the estimated parameter value is less than the true parameter value).
This may be because gradient descent is moving towards a local minimum of the cost,
rather than the global minimum where the true parameter values would be. It also
may be that the parameters are evolving too quickly, so gradient descent on smaller,
more finely sampled time spans may perform better.

(a) True vs estimated Iz (b) True vs estimated Cα (c) True vs estimated ClA

Fig. 4: Average loss as a function of training time

Despite the clear differences between the true time-evolved parameters and the
estimated values from gradient descent, the model performs significantly better than
the static model, as shown in Figure 3. The L2 loss between the true path and the
static parameter path is approximately 2539.2, while the L2 loss between the true
path and the gradient descent-estimated parameter path is approximately 0.046221,
further demonstrating that performing gradient descent on the parameters to update
them performs significantly better than using static parameters.

3.2.2. Evolving only Cα. When we consider the three evolving parameters,
the yaw moment of inertia, Iz, is expected to change with loss of gas throughout the
race. The lift coefficient and area parameter, ClA, is expected to change as a result
of changing wind conditions and potentially multi-agent drag effects. The cornering
stiffness, Cα, is expected to change with tire temperature and wear on tires.

However, throughout the course of a single race, the loss of gas may be negligible
compared to the physical vehicle, such that the yaw moment of inertia may not change.
Furthermore, the lift coefficient may change unexpectedly and randomly, such that
by the time we estimate a new value, the real value may have changed. The only
parameter that is expected to change steadily is the cornering stiffness, since the tires
will only get hotter and more worn down throughout the course of a race. Therefore,
in this section, we focus on simply the variation of cornering stiffness as a factor of
time and the analysis of those results.

Figure 5a shows the disparity between the “true” (X,Y ) trajectory produced by
the bicycle model while varying cornering stiffness, compared to the path produced
by the bicycle model with static cornering stiffness. Interestingly, the static path
deviates more significantly than the true path, when compared to the paths in Figure
3a, when all three parameters are evolved throughout the duration of the true path.
Since the bicycle model has a complex dependency on these parameters, it may be
that the evolution of the parameters counteract each others’ effect on the output of
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(a) Path with evolving vs static Cα (b) True path vs Cα-estimated path

Fig. 5: True bicycle model path with evolving Cα vs static/estimated Cα

the bicycle model.
The gradient descent approach remains the same as above. Across the entire

timespan of data, we perform gradient descent on data collected over every short time
segment interval of 1 second, and update accordingly. Every parameter estimation
using gradient descent is run using 500 iterations. In this section, we also explored
using various learning rates for the gradient descent: ηCα ∈ [0.005, 0.05, 0.5, 5.0]. The
gradient descent parameter estimation results are shown in Figure 6.

Evidently, of these learning rates, the learning rate of 0.5 demonstrates the best
ability to converge towards a value faster than the smaller learning rates of 0.005 and
0.05, but more stably than the larger learning rate of 5.0. However, it is worth noting
that none of these learning rates successfully pick up on the decrease of the cornering
stiffness past t = 55 seconds approximately.

Nonetheless, the estimated trajectory, using a learning rate of 0.5 and updating
parameters throughout the path, produces the estimated path seen in Figure 5b. The
L2 loss between the “true” path and the static Cα path is approximately 5287.6, while
the L2 loss between the “true” path and the Cα estimation path is approximately
0.022306. Comparing these results to the results from varying all three parameters,
the loss between the true and static path is approximately two times larger (for all
three parameters, it was 2539.2), but the loss between the true and estimated path is
approximately halved (for all three parameters it was 0.046221).

Another significant performance factor is how quickly the code runs. This is
especially important because parameter estimation would be done during a race, so
if the parameters evolve relatively quickly, the estimation needs to be completed fast
enough in order to not lag too far behind the true parameters. With 1 second of data
with 500 iterations, estimating 3 parameters using gradient descent takes 412.768 ms,
while estimating 1 parameter takes 493.618 µs. This is comfortably under the time
span of data analyzed, and allows for flexibility in the number of iterations used, as
well as the time span of data used to estimate the parameters.

From these results, we have a proof of concept that estimating the parameters with
gradient descent can help decrease the error in modeling a vehicle trajectory where
certain parameters deviate from the original value over time. We did not utilize the
race data for the parameter estimation exploration, since the real data is somewhat
noisy, and we are unsure of what the true parameters are. However, this is definitely
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(a) Learning rate of 0.005 (b) Learning rate of 0.05

(c) Learning rate of 0.5 (d) Learning rate of 5.0

Fig. 6: Gradient descent cornering stiffness estimations with varying learning rates

worth exploring in the future. Furthermore, we can explore different time intervals
over which gradient descent is conducted. This may potentially increase stability
of the gradient descent results with respect to time. Additionally, another route to
explore is to perform parameter estimation with a global optimization method, instead
of gradient descent.

4. Neural ODE. As aforementioned, the bicycle model is a decent approxima-
tion for the dynamics of a racecar, but it is highly simplified to optimize for real-time
performance. Therefore, in this section, we explore the possibility of applying a neu-
ral differential equation (neural ODE) to the system, to more accurately model the
differential equations governing the motion of the car. We explored three different
methods of training the neural ODE with varying success.

The neural network for the neural ODE takes in seven inputs, representing the
input vector [X;Y ;ψ; vx; vy; r; δ], and concatenates the estimated parameters to it to
pass into the hidden layers. In all methods, we use an L2 loss that accounts for each
statistic (each value in x, for each time point, for each trajectory):

L(x, u, p) =
1

NT

N∑
i=1

T∑
t=1

‖NN(xi,t, ui,t, p)− xi,t,true‖22

where N is the total number of trajectories/data points and T is the total number of
time points per trajectory.
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4.1. Method 1 Setup. In the first method, we attempted to train on many
time points in a given time interval for the neural ODE. We use noiseless data from
the bicycle model as the target values. Here, we trained with a few data points, where
each data point is a trajectory starting from position (0, 0) with the remaining initial
values in the x vector initialized as randomized values (within reason). In other words,
x0 = [0; 0;ψ0; vx0; vy0; r0; δ0], where ψ0, vx0, vy0, r0, and δ0 are randomly initialized
for the given data point. In this method, we give the neural network a randomly
initialized control, which does not vary with time. In Method 1, we train the neural
network using 16 trajectories over a timespan of [0.0, 1.0], where x is sampled 20 times
at equal intervals throughout this timespan. We use a neural network consisting of
a two dense hidden layers, where each hidden layer contains 50 nodes with tanh
activation. We trained the single layer neural network for 5000 iterations and used a
learning rate of 0.002 with an ADAM optimizer.

(a) Training trajectory 1, before training (b) Training trajectory 1, after training

(c) Training trajectory 2, before training (d) Training trajectory 2, after training

Fig. 7: Neural ODE fit on x, y, ψ, before and after training

4.2. Method 1 Results. In Figure 7, we show two of the sixteen training
trajectories. Figures 7a and 7c show the output of the neural ODE compared to
the true values after initialization, prior to any training. Figures 7b and 7d show
the output of the neural ODE after training with the sixteen trajectories using the
two hidden layer model. We considered a single hidden layer model, but from a
short investigation, it did not seem like it was expressive enough to even model the
training data well, meaning the simple architecture was likely to be unsuccessful in
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capturing the complexity of the bicycle model equations. The L2 loss on average, per
output vector per time point, of the single hidden layer model upon initialization is
approximately 230.24, and reduces to approximately 51.769.

(a) Test trajectory 1 (b) Test trajectory 2

Fig. 8: Neural ODE fit on x, y, ψ, using test data

However, neither generalized well to new data points, as demonstrated by the
test data, shown in Figure 8. The test L2 loss, on average, per output vector per
time point, is approximately 147.36 for the two hidden layer model. From visually
inspecting the plots and comparing test loss (147.36) to training loss (51.769), it is
clear that while our model may be able to predict training data very well, it is unable
to generalize and predict test data at all. In Figure 8b, the X, Y positions should both
be negative, yet the neural network is predicting positive values. This is indicative of
some overfitting during the training process. In order to tackle this, we can employ a
few methods, such as implementing dropout, expanding the training data, decreasing
the number of iterations, or decreasing the learning rate, some of which we will tackle
in the following sections.

4.3. Method 2 Setup. In the second method, we tried to address the major
problems that arose in the Method 1. To better map the solution space, we trained
on large batches of data with fewer time points. In the larger dataset of training
trajectories, we varied not only the initial conditions, but also the parameters and
commands over time. This would provide more data to the model and attempt at
reducing overfitting on specific parameters for example. Each data point was run
through a three layer dense neural ODE over the example timespan 0.0 to 1.0. The
neural network took in a concatenated vector of the current condition, a control
operation at the given time, and the parameters. It returned rates of change for each
condition. A total of five data points were collected at intervals of 0.2 seconds. The
loss function was the sum of the squared error between outputs of the the neural
ODE and the bicycle model evaluated with same starting conditions at each data
point. Every 200 iterations, a new batch of data was collected and trained on, in an
attempt to prevent the neural network from overfitting to any selected batch. The
neural network was then trained with batches of ten trajectories for 4,000 iterations
using an ADAM optimizer with a learning rate of 0.002. We also experimented with
using momentum based optimizers, such as Nesterov, but found them to exacerbate
the instabilities caused by the ODE solver.
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4.4. Method 2 Results. At first, it appears there is an improvement to the
general starting fit for a set of initial conditions and parameters, which can be observed
from the decrease in loss from approximately 81.961 per output vector to 75.998 per
output vector. The fits before and after training the first batch are shown in Figures 9a
and 9b, respectively. However, beyond training the network for the first few iterations,
we noticed diminishing returns, including an increase in average loss at iteration 3,800,
with predictions that stray pretty far from the true values, as demonstrated in Figure
9c. After 4,000 iterations, we were unable to even accurately predict the trajectory
of the training data sample, as shown in Figure 9d.

(a) Initial neural network fit (b) Network trained on single batch

(c) Network trained on previous batches
(d) Network trained on previous and cur-
rent batches

Fig. 9: Example Neural ODE plot from the first and last batches of trajectories

The average loss for each output was 81.961 at iteration 0, 75.998 at iteration 200,
94.498 at iteration 3,800, and 48.816 at iteration 4,000. These losses appear to be
somewhat stochastic, and there is no strong evidence of a decrease in loss throughout
the training. The oscillatory nature of the losses may also be as a result of iterating
through various batches of data.

One possible reason for the poor results is that the network did not train long
enough on each batch of data points to be able to generalize well. With more compute
power and training time, a hybrid of both Method 1 and Method 2 may be able to
more effectively model the bicycle model over its solution space. Another potential
reason for poor performance could be due to the sheer size of the solution space
involved for the initial conditions and parameters. Beyond the additional parameters
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that the network has to interpret, the time dependency of the neural network caused
through the changing controls makes it harder to train. The results might be improved
if time varying weights were added to counteract the added complexity of the system
becoming non-autonomous [1].

4.5. Method 3 Setup. In an attempt to limit the solution space further, we
eliminated the need to pass in parameters by training on the Roborace test day data
collected from a real racecar. To make this method feasible in a real car, it must
be able to predict the future position of the car given a list of its previous x vector.
To simulate this, we trained the neural network on a sliding window of data points
for the last 50 time steps. Each iteration the window was shifted forward in time by
one data point. We then graphed the position prediction of the neural ODE over the
trained time interval, and the next 50 time steps. The structure of the neural network
remained unchanged from the first method, with the exception of the learning rate of
an ADAM optimizer, which was set to 0.02.

(a) Untrained neural network fit
(b) Network trained with sliding window
through 600 data points

(c) Network trained with sliding window
through 800 data points

(d) Network trained with sliding window
through 1000 data points

Fig. 10: Plots of third method as window slides over 1000 data points

4.6. Method 3 Results. Figure 10 shows the the neural ODE prediction for a
given training window. The darker points on the left side of the plots mark training
data, while the right displays the networks prediction for the next 50 time steps. As
can be seen in Figure 10, the network was able to predict the future positions with
limited success. While it was able to model shallow curves successfully, such as in
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Figures 10b and 10d, it struggled adapting to more significant changes that are critical
in accounting for the predicted trajectory of the curve, like in Figure 10c. One source
of this error could be the very small time window the network was trained on. The
time intervals between the data points were 40 ms, meaning that the window only
ever covered the past 2 seconds of data. It is possible that the network trained too
much on this small sample size and forgot past behaviors it had learned, preventing it
from adapting faster in the future. A larger window could solve this problem, at the
cost of computation time. The network was not able to train anywhere near real time
with the smaller window size, so it is unlikely that this technique could be used for
real time adaptive guidance in a car, without first being sufficiently trained on past
data.

5. Physics-Informed Neural Network. In the previous section, we explored
a neural ODE to model the differential equations governing the racecar. However,
this neural model still needs an ODE solver to make a prediction, which may be too
computationally expensive for a racecar operating at 150 mph and sensor sampling
rates of 25-250Hz. Furthermore, as a result of hardware limitations, as seen above, the
time it takes to train the neural network using real data is infeasible. Therefore, in this
section, we employ another learning-based model to directly solve for the analytical
solution.

Since neural nets are universal function approximators, we explored the possi-
bility of applying a physics-informed neural network (PINN) to directly produce the
next state, and override the need for an ODE solver. In addition, we have a decent
approximation for the system through the bicycle model, so we will also use this to
help in the training of our neural network.

5.1. Setup. For the PINN, we attempt to directly model the next state, xi+1,
given the inputs: the current state xi, applied driver commands ui, and estimated
parameters p of the system. In order to decouple time from the output of the neural
network, we assume a constant timestep to predict ahead and no prior information of
the spatial position of the racecar . This means that the target of each input vector
xi is the next state xi+1 that is produced after a single timestep dt, which remains
consistent throughout the data.

The input vector into the neural network is of length 6: [vx; vy; r; δ;D; δ̇]. Because
the initial Xi, Yi, and ψi values are defined by the coordinate system and easily
translatable, it is unnecessary to include them as inputs if the neural network models
the change in X, Y , and ψ from the starting values. This means we can simply sum
the output of the neural network for these values with the starting value in order to
find the next value. Furthermore, we can disregard the parameters for now, since
we will assume these remain close enough to the initial values to consider them as
constants during a single trajectory.

After some preliminary work, we decided to use a two hidden layer dense network
with 18 neurons in each layer, and dropout with probability p = 0.001 implemented
between the layers. Since the input does not normalize well due to inputs that vary
in scale on the order of up to 105, each neuron uses a ReLU activation function to
avoid saturation (as seen with tanh). The motivation behind this architecture is to
prevent potential overfitting from a deeper or wider neural net.

The output of the neural network is a vector of length 7, which models the state
vector xi+1 = [∆X; ∆Y ; ∆ψ; vx,i+1; vy,i+1; ri+1; δi+1] after a constant timestep dt, as
defined in the data. We output ∆X, ∆Y , and ∆ψ since we do not pass X, Y , and ψ
into the model. In order to find Xi+1, Yi+1, and ψi+1, we simply need sum the ∆x
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with x: for example, Xi+1 = Xi + ∆X.
In order to train our neural network, we use an ADAM optimizer with an initial

learning rate of 0.0001 for 500 epochs, batch sizes of 1000, and a custom L2 loss func-
tion to evaluate performance. This loss function was composed of L2 loss with respect
to the neural network output and L2 with respect to the bicycle model calculation:

L(x, u, p) =
1

N

N∑
i=1

(
‖NN(xi, ui, p)− xi,true‖22 + λ‖NN(xi, ui, p)− bicycle(xi, ui, p)‖22

)
Since the bicycle model did not predict the true path well, we minimized bicycle-
model penalty and set λ = 0.1. We then explore the neural network architecture on
both simulated bicycle model data and the real race car data.

5.2. Results. The PINN shows much more promise in accurately predicting
the next race car state after some timestep than the neural ODE. In this section,
we explore the results of training the neural network on real data collected from
the Roborace test day. Since the 14-node neural network architecture with dropout
generated good results for the simulated data, we continued with this architecture for
training the Roborace data. We use 5000 data points from the real race data and 400
bicycle model-generated data points to train the PINN, and we test the output of the
PINN on 600 data points. The training losses for a randomized 100-sample batch and
the test losses are shown in Table 3. The neural network losses for both training and
test data are significantly less than the bicycle model losses, which suggests that the
neural network predicts the dynamics of the race car in a single timestep better than
the bicycle model.

Training loss Test loss
PINN 0.2311 9.1229

Bicycle model 19.4228 41.8910

Table 3: Training and test losses of the models, compared to real data

The true trajectory compared to the predicted PINN trajectory and the predicted
bicycle model trajectory is shown in Figure 11. The PINN only predicts a single
timestep and the bicycle model is integrated over the entire time scale, so the errors
of the models compound, which results in a path that clearly deviates from the true
trajectory. This indicates that these models are good approximations only in small
timesteps, but not over a longer duration. However, the neural network trajectory
predicts the true trajectory with relative accuracy for a much larger time span, which
emphasizes that it is likely a better model for the dynamics of the car.

In Figure 12, we plot the true X and true Y from data as a function of time,
along with the PINN X and Y predictions and the bicycle model X and Y predictions.
Once again, the neural network is clearly better at predicting positional values than
the bicycle model. It is also important to note that the bicycle model predicts fairly
well on a very small time scale, but ultimately these errors compound to produce a
path that is clearly very different from the true trajectory if we integrate it over a large
period of time. On the other hand, the neural model is able to perform decently over
a longer time scale, which means that it may be very useful for predictions further
out in time.
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(a) PINN trajectory comparison (b) Bicycle model trajectory comparison

Fig. 11: True vs neural net/bicycle model predicted trajectories

(a) PINN coordinates comparison (b) Bicycle model coordinates comparison

Fig. 12: True vs neural net/bicycle model predicted coordinates as a function of time

While the PINN clearly has room for improvement, the neural model prediction
is able to recover the true trajectory much better than the bicycle model, over longer
periods of time. This implies it may be a closer approximation for the dynamics of the
vehicle in reality. Furthermore, there is an advantage to using a learning-based model,
as it would allow for data-backed online adjustments to the bicycle model throughout
the course of the race. It would be an interesting extension to assess how the PINN
compares to the bicycle model with gradient descent evolved parameters.

6. Performance Analysis. During gradient descent for parameter estimation,
a significant portion of time is spent generating data using the ODE solver from
DifferentialEquations.jl. This results in many calls to the underlying function
defining the ODE. Thus the speed of the parameter estimation code was improved
significantly by reducing type instability to a minimum. Eliminating global constants
and passing them as parameters, as well as defining working arrays for the bicycle
model and gradient descent functions improved the speed of gradient descent sig-
nificantly. On the other hand, since the ODEProblem is redefined repeatedly during
gradient descent, a type instability is introduced, which slows the code down. Overall
however, as discussed earlier the code for gradient descent performs quickly enough
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to be viable to estimate parameters as they evolve during a race.
For the neural ODE, we use NeuralODE from DiffEqFlux.jl. In the NeuralODE

function, an ODEFunction and an ODEProblem are being defined. Therefore, in the
loss function, in order to compute the predicted values at each iteration, we must
reevaluate an ODEProblem for every single trajectory and solve using an ODE solver,
which is slow. During the training, at each iteration, we must evaluate the gradient
of the loss for each data point, which is also computationally expensive.

For Method 1 of the neural ODE, evaluating the loss function requires the pre-
dictions of all the trajectories to be compared against the true values. Initially, the
loss function involved defining an empty 2D array, and prediction using the neural
ODE simply appended to this array, such that we ended up with num train horizon-
tal concatenations to this array every time we evaluate the loss function. Using this
implementation of loss, the time it took to train a single iteration of the two hidden
layer neural network is approximately 21.4 s, on average. Upon changing the loss to
simply iterate through num train samples and add the loss to a float variable keeping
track of total loss, helped slightly improve the average iteration time to 20.1 s per
iteration, on average.

Method 2 ran much faster than the first method, taking only 316.7 ms per it-
eration, with the cost function only taking 921.2 µs. This was due to a number of
reasons. First, because the goal was to expose the network to more starting con-
ditions, it processed only one fourth the the number of time series data points and
only ten trajectories at time. Second, it addressed a number of inefficiencies in the
first method, by preallocating all of the data instead of horizontally concatenating it.
Finally, a major factor of the time reduction is that the methods were run on different
hardware, and Method 2 was run on newer hardware than the first.

The third neural ODE method took 264.3 ms per iteration, with the cost function
taking only 1.219 ms. This was only slightly faster than Method 2, likely because it
only solved one trajectory per iteration, but with many more data points.

Since we anticipate that a PINN may be able to replace the need to integrate the
bicycle model to predict the next state of the vehicle, we would want it to be both
more accurate and ideally faster than integrating the bicycle model. Integrating the
bicycle model over 128 seconds (5296 data points) using a fourth order Runge-Kutta
method to obtain the trajectory takes 23.911 ms. In comparison, the PINN is able
to predict the trajectory of the vehicle over the same time span in 4.679 ms. Thus
predicting vehicle dynamics with a PINN would allow for state predictions at a finer
rate of sampling, potentially allowing for greater vehicle control.

The end goal is a more efficient and accurate model that would be implemented
for a real racecar. In our exploration, it is evident that the physics-informed neural
network would likely perform the best to predict the trajectory of a vehicle over time.
It may be possible to train this model off-line from previous data, and then make slight
adjustments on-line during the race as data is collected. Furthermore, the PINN offers
accuracy over a longer prediction time horizon than the bicycle model, meaning that
we can use the PINN to predict points further along the trajectory, which is beneficial
for model predictive control (MPC). Ultimately, it would be desirable to use MPC to
optimize the control commands for the car. Because MPC is a difficult optimization
problem, an efficient, accurate dynamics model is preferred, and the physics-informed
neural network shows potential.

7. Future Work. There are many possibilities of extending the work in this
project. This exploration provides a proof of concept that demonstrates how our
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neural models can be successful in modeling the dynamics of a real, physical vehicle.
In our project, our neural network architectures were fairly basic: fully connected

hidden layers, with varying number of nodes in each hidden layer. A clear extension
of this project in future work would be to explore various architectures of the network,
such as the possibility of certain neurons dedicated towards computing tire-specific
values based off of our understanding of the bicycle model. We could also potentially
look into recursive neural networks to see if that could improve our results. Further-
more, given time and resource constraints, our training data was either generated
using the bicycle model or was limited to a single run with the real racecar. In the
future, as Roborace progresses, we would be able to gather more real racecar data,
and we can use this to train, expand, and test the models further.

Furthermore, in this project, we have worked on three separate approaches to
improving upon the vehicle dynamical model, from estimating the best parameters of
the racecar for the bicycle model, to using a neural ODE to replace the differential
equations of the model, to using a PINN to directly predict the analytical solution.
An interesting extension would be to see how to combine these improvements. For
example, one potential direction could be to use the bicycle equation loss in the neural
ODE for a physics-informed neural ODE. Alternatively, we would ideally be able to
use estimated “true” parameters from the parameter estimation project to pass as an
input into the neural models. In order to do this, we would require more data, as
mentioned above.

MIT Driverless will continue to explore these potential directions. Ultimately,
the goal is to find a model that is better than the bicycle model, both in terms of
accuracy and performance, and employ it in a high-speed race, such as Roborace and
Indy Autonomous Challenge.

8. Conclusions. While the bicycle model is often used for modeling vehicle dy-
namics, its trade-off between accuracy and real-time performance means that it has
space to improve in both domains. One common issue with employing the bicycle
model is that parameters are estimated once initially and remain unchanged through-
out the race, when in reality these parameters change as conditions change. Thus,
in this project, we explored a method to estimate parameters of the model based on
incoming data. Furthermore, we pursued applying a neural differential equation to
model the racecar dynamics, trained on collected data. Finally, we also investigated
the possibility of using a physics-informed neural network, based off of the bicycle
model, to directly estimate the solution to the ODE. The results demonstrate that
while there is promise in these methods, there is further work to be done and more
room for improvement, especially for the neural ODEs. Nonetheless, this project
serves as a proof of concept that parameter estimation techniques and neural models
can potentially replace the bicycle model for a more accurate, data-driven model of
the autonomous racecar. With some further work, it is possible this may be used in
a high-speed race with a million dollars on the line!

Code. The code for this project can be found at https://www.github.com/
kying18/zoom-zoom.

Appendix A. Bicycle Model Equations. Recall that the driver input is
defined by

u = [D; δ̇]

with driver acceleration command D and commanded steer rate δ̇. In addition, we
have constants for mass m, total length l, rear length lR, front length lF , yaw moment

https://www.github.com/kying18/zoom-zoom
https://www.github.com/kying18/zoom-zoom
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of inertia Iz, cornering stiffness Cα, sample downforce of car Fz, density of air ρ, lift
coefficient times area of object ClA, and gravitational acceleration constant g.

We can calculate the longitudinal and lateral tire forces for the front and rear
tires like so. For the longitudinal tire forces, we have:

Fx,F =
lf
l
Fnet, Fx,R =

lr
l
Fnet

where Fnet = mD. For the lateral tire forces:

Fy,F = −αFCαFz,F
Fz,sample

, Fy,R = −αRCαFz,R
Fz,sample

where

αF = arctan

(
vy + rlF

vx

)
+ δ, αR = arctan

(
vy − rlR

vx

)
,

Fz,F = − lF
l

(mg + Flift), Fz,R = − lR
l

(mg + Flift)

and Flift = 1
2ρCαAv

2
x.
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